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Abstract

Large Language Models (LLMs) have recently been applied to recommender systems (Rec-
Sys), most often in zero-shot or few-shot settings where they are prompted to rank or generate
items without task-specific fine-tuning. This report provides a meta-review of the state of the
art: we synthesize results across academic and industrial studies (2024 - 2025) that compare
LLM-based recommenders with modern deep ranking and re-ranking models. Our analysis
highlights both strengths and limitations: while LLMs demonstrate flexibility, semantic gener-
alization, and clear advantages in cold-start and hybrid scenarios, they also exhibit persistent
performance gaps. By unifying results across datasets, models, and evaluation metrics, we show
that 15—-60% gaps in offline ranking accuracy remain, particularly in domains driven by
implicit user preferences such as clicks or conversions. These differences underscore the fact that
LLM-based re-rankers are not yet ready to replace production RecSys optimized for business
performance at scale. At the same time, the evidence points to complementary value: LLMs are
promising as semantic re-rankers, explanation generators, or hybrid components that enhance
trust and robustness in recommendation pipelines.

1 Introduction

Recommender systems (RecSys) have long been the invisible engine of digital platforms, from e-
commerce and entertainment to advertising and social media. Their role is not just to suggest items,
but to directly influence how users discover, compare, and decide. Improvements in recommendation
translate into measurable business outcomes: higher click-through rates (CTR), more conversions,
stronger loyalty, and more efficient marketing spend.

Over the past decade, Performance-Optimised Recommenders have dominated. These
systems are designed to be Performant: they learn from large-scale behavioural data such as clicks,
purchases, or watch time, and are trained to maximise metrics like ROI, conversion rate (CVR),
and customer lifetime value (LTV). These systems are battle-tested: they scale to millions of users
and products, and given enough data, they reliably deliver incremental performance gains in online
A/B tests. Their weakness is that they remain opaque: they cannot explain why a product was
shown, and they struggle in “cold-start” situations where new users or products lack historical
data.

In parallel, the rise of Large Language Models (LLMs) has introduced a new paradigm.
Trained on trillions of tokens, LLMs excel at reasoning, generating natural language, and adapting
to new tasks with little or no additional training (zero-shot or in-content learning - prompting with
instructions and a couple of examples). This has sparked growing interest in whether such models



could extend beyond text to act as recommenders: for instance, re-ranking a set of candidate items
by “reasoning in language” about user preferences, or even generating recommendations directly
from product descriptions without relying on historical patterns.

Our central question is simple: Can LLMs recommend as well as modern RecSys?

For marketers and product leaders, the single most important dimension is performance.
What ultimately matters is whether LLMs can generate uplift in CTR, CVR, or ROI comparable
to the production recommender systems running today. While these outcomes are only visible
in online A/B tests, the standard proxy used in the literature is ranking accuracy on implicit
feedback datasets—clicks, purchases, and watch time—which most closely reflect user conversion
behaviour. Throughout this meta-review, we therefore focus on reported deltas in ranking metrics,
primarily Normalized Discounted Cumulative Gain (NDCG). The use of NDCG is especially
important: it does not just measure whether a relevant item appears in the top-K, but also where
it appears in the ranked list. This matters for performance marketing, since moving a purchase-
relevant product from rank 12 to rank 2 is far more valuable than moving it from rank 200 to rank
190.

Other factors such as latency, scalability, and cost are critical for deployment, but our
synthesis concentrates first on the size of the performance gap, because in an agentic scenario,
these factors are over-shadowed by the LLM inference factors.

This meta-review brings together evidence from academic and industrial work published be-
tween 2024 and 2025. We examine direct comparisons between LLM-based re-rankers and classical
baselines, across user preference labels (e.g., implicit and explicit user behavior such as clicks,
purchases, ratings) and user judgement labels (e.g. editorial relevance judgments). Models that
fine-tune LLMs on the ranking task or combine them with supervised objectives are excluded from
the aggregated comparison table. This ensures that the synthesis isolates the raw capabilities of
off-the-shelf LLMs relative to production-grade recommenders optimized through supervised learn-
ing.

Our goal is to give a consolidated view of the current landscape: where LLMs are competitive,
where they lag, and under what conditions they add complementary value. By unifying results
across datasets, models, and metrics, we show that 15-60% gaps in offline ranking accuracy
remain, pointing to significant performance differences between LLM-based rerankers and the best
classical recommender systems. These gaps, especially on user preference data such as clicks and
conversions are the clearest indicators that LLMs are not yet ready to replace production RecSys,
though they offer great promise in cold-start and hybrid settings.

2 Background

2.1 Classical Recommender Architectures

Modern recommender systems are typically structured as multi-stage pipelines. A retrieval stage
first identifies a candidate set of items from a very large catalog, often using methods such as two-
tower representation learning, collaborative filtering, or approximate nearest neighbor search. A
re-ranking stage then applies more expressive models to the reduced set of candidates, optimizing
for metrics such as click-through rate (CTR), normalized discounted cumulative gain (NDCG), or
conversion likelihood.

Several families of models dominate this space:

e Matrix Factorization (MF): Factorizes user-item interactions into latent vectors, captur-
ing collaborative patterns between users and items [10, 14]. These models are effective for



sparse implicit feedback but limited in handling sequential or contextual information.

e Sequence-aware Models: Neural architectures such as GRU4Rec [7] and SASRec [9] cap-
ture temporal dynamics in user behavior, modeling recommendation as a next-item prediction
task using recurrent or self-attention mechanisms.

e Feature-rich Neural Rankers: Deep learning models such as DeepFM [5] and DCNv2 [15]
integrate user, item, and contextual features within a unified architecture. These models are
typically trained on large-scale implicit feedback to optimize click-through and conversion
metrics.

e Learning-to-Rank (LTR) Methods: Gradient-boosted trees such as LambdaMART [3]
and their neural extensions are widely used in information retrieval and advertising. They
directly optimize ranking metrics such as NDCG from click or conversion signals, offering
strong interpretability and robust performance in large-scale production systems.

These architectures are heavily optimized for efficiency, scalability, and direct alignment with
business objectives such as engagement, purchase conversion, and watch time.

2.2 LLMs for Recommendation

Large Language Models (LLMs) such as GPT-3.5, GPT-4, and LLaMA-2 have demonstrated power-
ful generalization and reasoning capabilities. Their application to recommendation can be grouped
into several paradigms:

e Zero-shot Ranking: Prompting an LLM to directly rank a set of candidate items, typically
using item titles, descriptions, or user histories as input, without task-specific fine-tuning.

e Few-shot or In-context Learning: Providing examples of user histories and corresponding
recommendations within the prompt to steer the LLM toward more accurate ranking.

e Hybrid Reranking: Using a classical retrieval model to generate candidates, followed by
an LLM that re-orders the items. This reduces the token cost and focuses LLM reasoning on
a manageable subset.

e Generative Ranking: Framing recommendation as sequence generation, where the LLM
produces latent item representations or semantic tokens that reconstruct the product id (not
covered in the study).

3 Survey Methodology

This meta-review is based on a structured survey of recent work published between 2024 and 2025 in
the areas of recommender systems, information retrieval, and industrial recommendation practice.
Our goal was to capture both academic progress and applied case studies, with an emphasis on
direct experimental comparisons between Large Language Model (LLM)-based recommenders and
classical supervised models.



3.1 Selection Criteria
We selected papers and reports according to the following criteria:

e Temporal scope: Publications between 2024 and 2025, reflecting the period when LLM-
based recommendation began to be actively studied.

e Comparative evaluation: Studies must compare LLM-based methods against established
recommender baselines (e.g., SASRec, NeuMF, LambdaMART, monoT5).

e Quantitative results: Inclusion of offline evaluation metrics such as NDCGQK, RecallQK,
Hit@QK, MRR or online A/B results.

e Domain relevance: Focus on recommendation and ranking tasks in e-commerce, media
platforms, or retrieval contexts, rather than general NLP benchmarks.

3.2 Ranking Metrics: NDCG as the Primary Measure of Recommendation
Quality

Among the various metrics used to evaluate recommender systems, Normalized Discounted
Cumulative Gain (NDCG) has emerged as the most informative and widely adopted. It not
only assesses whether relevant items appear in the recommendation list, but also rewards those
that are ranked high enough to be seen, making it a close offline proxy for user engagement and
conversion behavior.

Formally, the Discounted Cumulative Gain (DCG) at rank K is defined as:

K

DCGQK = Z 2n -1
=1

logy (i + 1)’

where r; is the relevance signal of the item at position . In implicit-feedback datasets, r; is
typically a binary or weighted indicator derived from user behavior—such as a click, purchase, or
dwell event—rather than an explicit rating. The logarithmic denominator applies a discount: items
appearing earlier in the list contribute more to the score. To enable comparison across users or
sessions, DCG is normalized by the ideal ranking (IDCG):

DCG@K
IDCG@K’
yielding a value between 0 (worst) and 1 (perfect ranking).

NDCGQK =

Intuition. NDCG captures both what items were retrieved and where they were placed. This
positional sensitivity is crucial for performance marketing and commerce: moving a purchase-
relevant product from rank 12 to rank 2 has a far greater impact on CTR and CVR than moving
it from rank 200 to rank 190. Empirically, improvements in NDCG@10 or NDCG@20 correlate
strongly with uplifts observed in online A/B tests.

Complementary Metrics: Recall and MRR. While NDCG provides a nuanced measure of
ranking quality, other metrics are often reported for diagnostic or historical comparability.
Recall@K measures the fraction of relevant items retrieved within the top K:
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where R, is the set of behaviorally relevant items for user v and 7@5 is the top-K recommendation
list. Recall measures retrieval coverage but ignores ordering.
Mean Reciprocal Rank (MRR@K) focuses on the rank of the first relevant item:

1 1
MRR@QK = — —_—
|U| l;] rank,,’

where rank,, is the position of the first relevant item for user u. MRR emphasizes early precision
but does not account for multiple positive items.

Comparative View. Conceptually, NDCG subsumes both Recall and MRR: it combines the
coverage of relevant items (as in Recall) with the position weighting of early hits (as in MRR).
When implicit labels are binary (clicked vs. not clicked), NDCG reduces to a position-weighted
average of hits. When multiple positive interactions exist, NDCG balances the trade-off between
retrieval breadth and rank sensitivity, making it the most faithful offline indicator of real-world
performance in implicit-feedback recommenders.

3.3 Datasets and Label Types

Datasets in recommendation and retrieval differ not only in scale and modality, but also in the
nature of the feedback they capture—whether it encodes explicit judgments or implicit preferences.

e Explicit feedback: Reflective, judgment-based signals obtained through direct elicitation
or editorial assessment. Users or professional annotators evaluate items according to a stated
criterion (e.g., relevance or quality), independent of competitive alternatives. Such labels are
declarative and can be compared across raters under a consistent task definition. Examples
include human-graded relevance judgments in MSLR-WEB10K, TREC-DL, and BEIR.

e Implicit feedback: Revealed, behavior-based signals that emerge naturally from user inter-
action with multiple alternatives. Here, preference is inferred from observed actions—impressions,
clicks, streams, or purchases—rather than declared judgments. Such signals are abundant
but ambiguous: the absence of interaction may reflect indifference, lack of exposure, or poor
timing. Representative examples include large-scale behavioral logs such as KuaiRand or
Audio2, where engagement events directly serve as relevance indicators. Even datasets con-
taining ratings, such as MovieLens or Amazon, are often treated as implicit: users rate or
review only items they have already chosen, making these explicit scores conditional on prior
implicit engagement.

3.4 Model Inclusion/Exclusion Policy (Baselines vs. LLMs)

Our comparisons reported in Table 1 focus on modern supervised recommenders versus LLMs used
without task-specific training. Concretely:

Included (Baselines). Supervised models trained on behavioral data (implicit/explicit) using
item/user identifiers and/or non-LLM text encoders (e.g., BERT/MPNet/T5-encoder as feature
extractors or cross-encoders). These represent the production-oriented, data-driven RecSys and IR
rerankers.



Included (LLMs). LLMs used zero-shot or few-shot via prompting/in-context learning, or unsu-
pervised scoring (e.g., likelihood/attention) without task-specific fine-tuning on the target ranking
objective.

Excluded. LLM fine-tuned for the task (e.g., RankLLaMA, ListT5, Twolar) and hybrid pipelines
that combine LLMs with supervised training on the task. While often strong, these hybrids mix
paradigms and conflate the question we ask here—how do off-the-shelf LLMs compare to usual
supervised RecSys?—with a distinct question about getting the best of both worlds.

3.5 Synthesis Approach

For each paper, we extracted: baseline re-ranker type; LLM re-ranker setup; dataset used; la-
bel semantics; and the reported ranking performance (e.g., NDCG@10 or Recall@K). Fine-tuned
LLMs and hybrid systems were recorded for context but excluded from headline comparisons and
aggregated deltas, in accordance with Section 3.4. When possible, results were expressed as relative
performance gaps (A% ) in NDCG@Q10 between classical baselines and non—fine-tuned LLMs.

Paper Dataset Baseline LLM Label Type A% NDCG
or Recall
Hou et al. [8]  MovieLens SASRec GPT 3.5 User preferences -42%
(binarized ratings)
Hou et al. [§] Amazon SASRec GPT 3.5 User preferences -29%
Games (binarized ratings)
Narwariya ~ Amazon (M2, NISER, LLaMA-8B- User preferences -67% to -16%
et al. [12] Beauty) MSGAT Instruct (binarized ratings) (Recall)
Movin and Audio24 Lambda GPT-4 User preferences -3%
Hauff [11] MART (clicks on songs)
Movin and MSLR- Lambda GPT-4 Human -15%
Hauff [11] WEB10K MART judgements
(search relevance)
Gao et al. [4]  MovieLens, PRM LLaMA-2- User preferences +2.5% to
KuaiRand, 13B (ratings, clicks) +8.5%
Douban-Movie
Abdallah TREC Transformer GPT-4 Human +1.6% to
et al. [1] DL19/20 Ranker judgements +4.3%
(ratings of top
results)
Abdallah BEIR (8 Transformer Flan-T5- Human -1.4% to
et al. [1] datasets) and Colbert Large to judgements +6.3%
Ranker GPT-4

Table 1: Comparison of LLM-based rerankers against modern (but established) baselines across
recommendation and information retrieval tasks. Reported values correspond to approximate
nDCG@10 or Recall improvements aggregated from each paper. Only zero/few-shot (non-fine-
tuned) LLMs are included (see Section 3.4).



4 Findings from Recent Studies

This section synthesizes experimental results across recent academic and industrial studies compar-
ing LLM-based rerankers and modern neural recommenders. We review the datasets, label types,
and reported performance gaps. Table 1 summarizes these results.

Across benchmarks, the performance of LLMs remains highly dependent on the type of super-
vision signal and the nature of the domain. When trained or evaluated on explicit or editorial
labels—as in general-purpose search or information retrieval benchmarks—LLM rerankers such as
GPT-4 and LLaMA-2 generally perform on par with strong neural baselines. These settings provide
dense, human-curated feedback and abundant textual context, which align well with the pretraining
and reasoning strengths of LLMs. An exception is the PRM baseline used by Gao et al. [4], an older
personalized ranking model that may underestimate the performance of performance recommender
systems, making its results an outlier among explicit-label studies.

In contrast, in shopping and behavioral recommendation contexts driven by implicit feed-
back—where supervision is derived from clicks, plays, or purchases—LLMs continue to lag behind
specialized architectures such as sequence models and gradient-boosted rankers. These domains
emphasize counterfactual learning, exposure correction, and long-term optimization rather than di-
rect textual relevance, all areas where current LLMs struggle to compete with models purpose-built
for performance-driven recommendation.

Taken together, results show a consistent divide: LLMs approach parity in general-purpose,
text-rich search tasks, yet fall short in commerce-scale recommendation, where feedback is sparse,
noisy, and indirect. With the exception of PRM-based comparisons, this distinction remains robust
across all recent studies.

Large Language Models are Zero-Shot Rankers for Recommender Systems. Hou et al. [8] bench-
marked LLMs as zero-shot rankers on MovieLens-1M and Amazon Games, formulating recom-
mendation as a next-item ranking task where the model predicts a user’s likely future interaction
based on their historical sequence. The study systematically varied prompting strategies, such as
how user histories were presented, how many interactions were included, and the ordering of candi-
date items, to assess the robustness of LLMs as implicit sequence models. Despite the advantages of
large-scale pretraining and strong commonsense knowledge about movies and games, LLMs in this
setting underperformed strong sequential baselines such as SASRec by 30-40%, showing
clear deficiencies in capturing temporal dynamics and user-specific feedback signals. Most inter-
estingly, they were even beat in terms of prediction accuracy by a popularity-based recommendation
baseline, where the most popular items are recommended to all users. The results highlighted several
intrinsic limitations: LLMs exhibited position bias depending on candidate order in the prompt,
failed to consistently exploit recency in user histories, and often defaulted to recommending popular
items. Taken together, these findings underscore that without fine-tuning on behavioral data or
architectures explicitly designed for sequential recommendation, naive zero-shot prompting leaves
LLMs at a substantial disadvantage compared to specialized neural recommenders.

Zero-Shot Reranking with Large Language Models and Precomputed Ranking Features: Oppor-
tunities and Limitations. Movin and Hauff [11] investigated whether LLMs can serve as drop-in
rerankers in industrial ranking pipelines that operate on precomputed feature vectors rather
than raw text. Using GPT-4 in zero-shot mode, they evaluated pointwise, pairwise, and list-
wise prompting strategies across both the public MSLR-WEB10K benchmark and two proprietary
audio-streaming datasets. On average, GPT-4 reranking underperformed LambdaMART [2]
by 15% in nDCG@10 [11], confirming that well-tuned supervised rankers remain stronger for
most queries. However, a notable finding was that LLMs could correct critical errors on “hard



queries”, i.e., cases where LambdaMART placed a non-relevant item at rank 1. This suggests com-
plementary strengths: while LLMs are not yet competitive as general-purpose rankers on feature-
based datasets, they can provide additional robustness in edge cases where inductive biases of
tree-based models fail. The work highlights both the promise and the current limitations of de-
ploying LLMs in production reranking pipelines, especially when interaction signals are compressed
into feature representations rather than natural text.

LLMjRerank: LLM-based Auto-Reranking Framework for Recommendations. Gao et al. [4] in-
troduced chain-of-thought prompting for multi-criteria reranking in recommender systems. On
MovieLens-1M, KuaiRand, and Douban—datasets all rooted in the movie or video domain—LLM4Rerank-
A (accuracy-focused) improved NDCG@10 over the best neural baseline (PRM) by
+2.5 %, +8.5 %, and +3.3 % respectively. These results place LLM rerankers within roughly
2-8 % of strong classical rerankers (PRM, NeuMF, DCNv2, Light GCN). While these baselines are
solid, they are somewhat dated compared to more recent sequential and Lambda-based recom-
mendation models. Moreover, the movie domain is one where LLMs’ broad common-sense and
cultural knowledge is particularly strong, giving them a natural advantage over purely ID-based
recommenders. Taken together, these findings suggest that with structured prompting and small
candidate sets, LLMs can nearly match—or modestly surpass—trained legacy neural rerankers (not
latest-generation) in recommendation accuracy.

How Good are LLM-based Rerankers? An Empirical Analysis of State-of-the-Art Reranking
Models. In the connected field of information retrieval, LLMs are starting to shine. Abdallah
et al. [1] evaluated the text search reranking task, where models reorder an initial set of
retrieved documents for a given query, with quality measured by nDCG@10. Using TREC DL19/20
(MS MARCO passages) and BEIR benchmarks spanning biomedical, scientific, and news domains,
they found that early LLM rerankers (e.g., GPT-3.5, LLaMA) performend comparable with
modern rankers such as Transformer and Colbert [1]. By contrast, GPT-4, exceeded the
strongest listwise rankers on most datasets, with only marginal deficits on Touche and Robust04.

This outcome is not surprising: in IR the full supervision signal is contained in the text itself,
and success depends on semantic matching between queries and documents. Unlike recommen-
dation or advertising tasks, there is no need for user behavior datasets or fine-tuning on implicit
feedback—making it a setting where pretrained LLMs can naturally excel.

SemSR: Semantics-Aware Robust Session-Based Recommendations. Narwariya et al. [12] in-
troduced SemSR, a hybrid framework that augments data-driven session-based recommenders
with semantic embeddings derived from pretrained large language models (LLMs). The authors
examined whether textual semantics from LLMs could enhance established graph-neural-network
(GNN) recommenders—specifically MSGAT [13] and NISER [6]—which otherwise learn purely
from user—item interaction graphs. Two integration strategies were tested: (1) semantic initial-
ization (SemMSGAT-I, SemNISER-I), where LLM embeddings initialize item representations;
and (2) semantic fusion (SemMSGAT-F, SemNISER-F), which concatenates and jointly trains
behavioral and semantic features.

Experiments on the Amazon-M2 (UK) and Amazon-Beauty datasets compared hybrid LLM-GNN
models with both pure LLM-only recommenders (Few-Shot, Zero-Shot, and Chain-of-Thought
prompting) and their graph-based baselines. The results show that LLM-only methods perform
substantially worse than specialized GNN architectures such as NISER and MSGAT, confirming
that large language models struggle to capture behavioral preference patterns from implicit user
signals. By contrast, the fused hybrid variants that integrate LLM-derived semantic embeddings
outperform both pure LLMs and the original GNNs, achieving the strongest overall Recall and
MRR across datasets. This suggests that while LLM reasoning alone is insufficient for implicit



recommendation, its semantic representations can enhance traditional graph-based recommenders
when combined through fusion mechanisms like those used in SemMSGAT-F and SemNISER-F.

Taken together, these findings confirm the complementary roles of semantic and behavioral sig-
nals: pretrained language representations encode global item semantics, whereas interaction graphs
capture fine-grained session dynamics. Rather than serving as stand-alone predictors, LLMs act
most effectively as semantic priors enriching learned behavioral embeddings— a direction consis-
tent with the emerging class of hybrid, modular recommendation systems now deployed in
large-scale platforms such as Criteo, where text encoders already improve cold-start coverage and
semantic retrieval without compromising real-time latency.

5 Quantitative Synthesis

The results in Table 1 provide a cross-study view of how LLM-based rerankers compare to mod-
ern RecSys and IR baselines. Several consistent patterns emerge when results are organized by
supervision type, model setup, domain, and efficiency considerations.

5.1 Performance Gaps by Label Type and Domain

Recent studies show a clear divide between search and shopping domains. With explicit supervi-
sion—human relevance or rating data—LLM rerankers perform close to modern IR models such as
monoTH or LambdaMART, reflecting their strength on text-rich, semantically grounded tasks. In
implicit, behavior-driven settings like shopping or media recommendation, however, they lag well
behind purpose-built sequence or graph recommenders optimized for counterfactual learning.

5.2 Efficiency Considerations

Beyond accuracy, efficiency remains a decisive factor. LLM rerankers incur orders-of-magnitude
higher inference cost than model deep reco models, rendering them impractical for candidate pools
exceeding a few dozen items. Industrial prototypes therefore adopt hybrid architectures, invok-
ing LLMs selectively for difficult queries, out-of-domain items, or small reranking sets rather than
as end-to-end rankers.

5.3 Overall Trends

Across studies, a consistent picture emerges. LLMs currently lag modern RecSys models by roughly
15-60 % in offline metrics on implicit-feedback data, but the deficit shrinks to single-digit percent-
ages on explicit or text-rich datasets. With structured prompting or parameter-efficient fine-tuning,
the gap can narrow further, occasionally reaching parity in limited domains. Nevertheless, spe-
cialized neural rankers remain dominant in performance-driven, click- and conversion-
optimized environments, where modeling large-scale behavioral feedback and latency constraints
determine business value.

6 Discussion and Outlook

This meta-review asked a central question: Can Large Language Models recommend as well as
Modern Deep Recommenders? The evidence suggests a layered answer. Modern Deep Rec-
ommenders remain firmly ahead in raw accuracy, particularly on implicit-feedback data such



as clicks, purchases, or watch time, where LLM rerankers still trail noticeably. Yet LLMs bring
complementary strengths that point toward hybrid architectures rather than direct substitution.

LLMs excel in semantic understanding and transferability. By leveraging product titles,
descriptions, and reviews, they perform well in cold-start and cross-domain scenarios where ID-
based models struggle—examples include Amazon Fashion and Douban. They also degrade more
gracefully across datasets, as shown by GPT-4 rerankers on BEIR, and can be stabilized through
prompting strategies like chain-of-thought reasoning. Equally important, LLMs naturally generate
explanations for their outputs—an increasingly critical capability for transparency and user trust.

The limitations, however, are structural. On industrial-scale implicit logs, Modern Deep Rec-
ommenders still dominate in performance and efficiency. LLMs remain expensive to run over large
candidate sets, and their ranking quality is sensitive to prompting and domain formulation. These
constraints explain why production systems continue to rely on optimized architectures such as
SASRec, DCNv2, and LambdaMART for conversion-driven recommendation, while LLM knowl-
edge is best transferred through distillation or hybridization rather than full replacement.

Taken together, the synthesis points toward a hybrid path forward. Modern Deep Rec-
ommenders will remain the backbone for scalable retrieval and ranking, while LLMs serve as se-
mantic rerankers, explanation generators, and cold-start enhancers. Parameter-efficient
fine-tuning already narrows much of the gap, and structured prompting further improves stabil-
ity—pushing LLM rerankers close to parity in controlled domains.

A major open challenge is the lack of standardized benchmarks for LLM-based recommen-
dation. Unlike IR, where datasets such as TREC or BEIR provide common evaluation grounds,
RecSys lacks benchmarks that assess LLMs on performance-driven objectives. Creating such
datasets—covering the full pipeline from user understanding and tool use to reranking and expla-
nation—would enable meaningful comparison and accelerate integration into production systems.

The broader vision is that of trustable recommenders, where the scalability and KPI guaran-
tees of Modern Deep Recommenders meet the reasoning, transparency, and adaptability of LLMs.
In this framing, LLMs act not as competitors but as reasoning layers embedded within recom-
mendation stacks. Recommendation then evolves from mere prediction to strategic decision-
making—systems that can explain why items are relevant and prove that they drive measurable
value.
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